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About the WINGS project  
 
WINGS (Widening Interoperability for Networking Global Supply Chains) is funded over a 
two-year period by ANR (France’s National Research Agency) within the program VERSO 
2009 (“Future Networks and Services”). 
The objective of WINGS is to design, develop and evaluate technical solutions for managing 
the ONS in a completely decentralized fashion (Federated model), interacting with Discovery 
Services. 
The outcome of the project will be a proof-of-concept platform demonstrating the 
interoperability with multiple ONS roots to access decentralized data warehouses along the 
supply chain. 
Architectural approaches and choices recommended by WINGS will be issued in standards 
development process.  
The WINGS consortium is perfectly balanced, through the implication of 3 research institutes 
(INRIA, UPMC, GREYC) and 3 industrial partners (GS1 France, Orange Lab, AFNIC).  
 
For more information on the WINGS project: http://www.wings-project.fr 
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Introduction 
 
Global supply chains operating in a networked business-to-business world present 
tremendous challenges and opportunities for the so-called “Internet of Things”. In prospect, 
huge amount of different types of objects connected to seamless and ubiquitous networks will 
bring end-to-end visibility to the supply chain. To do so, interoperability between enterprise 
information systems is an essential condition, as outlined in the Global Commerce Initiative’s 
Report – 2016: The Future Value Chain [1].  
 
This next phase of supply chain development is already on stage through the EPCglobal 
standards and its architecture framework [2]. One of its key standard-based components is a 
centralized object directory service called the ONS (Object Naming Service) [3], which 
provides a lookup mechanism that enables anyone to find the address of services, such as 
traceability repositories.  
 
Given the importance of ONS systems in the near future, the WINGS project [4] aims at 
developing alternative solutions to the incumbent architecture. To ensure the further 
interconnection and interoperability of multiple roots, the project partners propose to design 
and evaluate a federated ONS system that will function in interaction with Discovery Services 
[5] for accessing decentralized data warehouses along the supply chain.  

 
 
Document reference 
 
This document is the deliverable 1.1 of the WINGS Project.  
It is the result of the collaboration of the WINGS partners as a whole within the framework of 
the Work Package 1 (Requirements, Opportunities and Standardization issues). 
 
 

Document scope 
 
Based on the current technical design of the ONS as proposed by EPCglobal and its current 
use, this document analyses the solutions to be explored in order to clear the existing barriers 
of the ONS adoption. It also handles the Discovery Services development strategy.  
The purpose is to precisely define the problems not fully addressed by the incumbent 
standards. The intent is to provide an effective starting point for the WINGS project in order to 
move from defining the current state to recommending the ‘to be’ state through the standard 
development.  
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1. ONS and Discovery Services overview 
 
To better understand the concepts and motivations of the WINGS project, it is firstly 
important to understand how ONS and Discovery Services fit together into the EPCglobal 
architecture framework.   
 
 

1.1 ONS and Discovery Services in the EPCglobal architecture framework 
 
The EPCglobal network consists in an architecture of open standard interfaces that are 
designed to support greater visibility of the location and movement of objects within supply 
chains, with granularity down to the unique identifier of each object, i.e. serial-level visibility. 
The EPCglobal network architecture allows for very distributed data management and 
control; each organization that handles an object can automatically capture observations of 
objects that they handle and link this to information systems that record these events, 
together with the business context in which they happened.  
 
Most of the EPCglobal network standards ratified have so far focused on the capture, 
filtering, storage and query of serial-level information that is collected within each 
organisation, while providing a mechanism for inter-organisational exchange, via EPCIS [6].   
 
 

 
 
 
 
 
 
 
 

 
 

 
 

 
 
 
 
 

Figure 1. EPCglobal framework 

 

ONS and Discovery Services complement these existing standards by providing a lookup 
mechanism enabling trusted information exchange between organizations, as well as 
individuals. 

 
 

1.2 ONS and Discovery Services comparison  
 

The ONS is a critical component of the EPCglobal framework by linking physical objects with 
their virtual representation using only the object’s identifier. This identifier is obtained when 
an object is recognized through automated data collection mechanisms (e.g. RFID, 
Barcode). From that, the challenge is to locate the authoritative services corresponding to 
that identifier in order to access and interact with the virtual representation of that object 
through an interface, such as EPCIS for interacting with traceability repositories. 
ONS provides that lookup mechanism enabling anyone to find the address of services which 
are recommended by the organization issuing the identifier of a particular object (e.g. a 
manufacturer). 
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The ONS characteristics could be defined as follow:   
• ONS provide pointers to authoritative information about an object; this usually means 

that it gives access to the information services published by the brand owner of the 
object.   

• Multiple types of services can be included in ONS records, including product-specific 
web pages, web services and other data, such as XML data about products or EPCIS 
compliant resources.  

• The ONS currently contains entries only for class-level identifiers. The granularity of 
ONS resolution is currently limited to product type, rather than serial-level lookup  i.e. 
an ONS is not expected to retain distinct records for two objects of the same product 
type that only differ in their serial numbers – in this situation, ONS would only hold 
records for the product type.  

• ONS is currently implemented using the Domain Name System (DNS) [7], using Type 
35 Naming Authority Pointer (NAPTR) records to return the information. Queries to 
ONS are therefore performed by means of a DNS query for a hostname derived from 
an object identifier. 

 
In a few words, ONS consists in a lookup mechanism for resolving product identifiers to 
authoritative services that host relevant information.   
In the supply chain scenarios, that functionality is clearly not the panacea for tracking and 
tracing of objects across the supply chain as a whole.  
In fact, information about objects are fragmented across many entities and may be provided 
at the class level (i.e. common information for all instances of objects having the same class) 
or at serial level (i.e. unique to an individual object). Information may also be provided 
authoritatively by the object owner or by other entities that have interacted with the individual 
object during its lifecycle. 
  
That matter of fact gives rise to the concept of Discovery Services (DS) that consists in a 
complementary lookup mechanism for enabling clients to discover multiple sources of 
information provided by different organizations that have had an involvement with a serial-
level identifier. 
In prospect, Discovery Services will enable authenticated and authorized supply chain 
partners to become aware of each other, based on the goods that are moving within the 
supply chain. Currently, without a DS, these partners do not have the capability to securely 
and selectively discover each other’s data sources. 
The standard of the Discovery Services technology is still not published. Efforts are in 
progress within GS1/EPCglobal to release a specification by soon. These efforts pursue 
those done in the framework of the Work Package 2 of the BRIDGE project [8].      
 
The key differences between ONS and Discovery Services are summarized in the table 
below: 
 

Object Naming Service (ONS) Discovery Service (DS) 

Provides pointers to one or more services 
designated by the owner of the identifier 
 

Provides pointers to one or more services 
designated by multiple organizations that 
have handled a specific serialized identifier 
or who claim to hold some information about 
it 
 

Provides records at class-level Provides records at serial-level 
 

Anonymous query supported – no 
authentication required by query clients if not 
specified 
 

Likely to require authentication of clients and 
resource owners that interact with Discovery 
Services 
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An analogy to the World Wide Web would be that Discovery Services fulfils the role of a 
Search Engine by helping authorized users find multiple sources of information about a 
particular object, whereas ONS fulfils the role of a DNS by unambiguously resolving an 
object-name to an authoritative service on the network.  
 
Due to limited capacity of the ONS compared with the great potentials offered by DS, the 
ONS obviously cannot ‘compete’ with DS for supply-chain visibility (e.g.: seeking traceability 
data about individual product instance). Therefore, DS will substitute to ONS for most of the 
logistic use cases. 
 
However, the ONS is a tremendous way to connect a party (consumer, customs, business 
partner...) with the brand owner of a product. 
The brand owner, the organisation that owns the specifications of the product regardless of 
where and by whom it is manufactured, is responsible for the allocation of its identifier, 
referring to the Global Trade Item Number (GTIN) for a trade item. It does not necessarily 
mean the manufacturer but the authoritative organization that receives a GS1 Company 
prefix by joining a GS1 Member Organisation.  
This distinction is particularly relevant, as an example, in case of anti-counterfeiting scenario. 
Authentication data will not be provided by the manufacturer (which will be recovered 
ultimately through DS) but by the brand owner which is the right-holder for publishing 
authentication data and controlling its usage. 
 
The complementary role of ONS and DS is illustrated through the following figure:  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

Figure 2. Complementary role of ONS and DS 

 
 
1.3 ONS in the DS query process  

 
Serialized item level event information about an object in the supply chain can be spread 
across a multitude of EPCIS-compliant traceability repositories. These repositories would 
have registered with one or more Discovery Services that they hold serialized level 
traceability information about a particular item. Since each organization can choose its own 
preferred DS instance, then a bootstrapping system would need to be in place. The 
bootstrapping procedure would be the process of locating on the network the appropriate DS 
for a specific identifier.  
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ONS could provide the infrastructure and the information for bootstrapping to the first DS 
used by the object owner. That is namely the purpose of an Internet draft published to IETF 
by the Chinese Registry (CNNIC) and the National Internet Development Agency of Korea 
(NIDA) [9].  
 
Besides, it is pertinent to consider that instances of DS can be linked in a one-up/one-down 
fashion as an item moves in the supply chain and its various lifecycle stages. The 
bootstrapping mechanism provided by the ONS will help the querying client find the head of 
the trusted chain of links, which can then be followed for compiling an end-to-end tracking of 
the product event information. The BRIDGE project illustrated how that works:  

 
 

 
 

Figure 3. Discovery Services Bootstrapping 

In a nutshell, ONS can help anyone find the start of a supply chain; whereas Discovery 
Services will be able to help authorized users find multiple sources of information across a 
supply chain or product lifecycle.  
 
DS and ONS are closely linked and that’s why DS specification and development cannot be 
disconnected from the one of the ONS federated model. The Discovery Services may 
reference and provide all the addresses of information services containing information on a 
given identifier unless it is filtered by the access control policy. This component is designed 
to be used parallel to the ONS system as demonstrated above. 
 
 
 

2. Current use and existing barriers of ONS adoption  
 

Contrary to the Discovery Services that the standard is currently not defined, highly detailed 
specifications of the ONS are available. However, since the publication of the standard 
release v1.0 in 2005, the ONS level of adoption by industries is effectively low. The reasons 
cover technical, political as well as economical dimensions.   
 

2.1 Technical limitations  
 

As explained before, the ONS has some technical limitations that prevent ONS usage from 
spreading.   

 
2.1.1 ONS standard design 

 
• The granularity of ONS resolution is currently limited to product type, rather than 

serial-level lookup.   
It means that ONS is not expected to retain distinct records for two objects of the same 
product type that only differ in their serial numbers – in this situation, ONS only hold records 
for the product type.  
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However, in some situations, a unique service for all instances of the same product (related 
to product class) will satisfied user needs when a company is willing to point some generic 
information. In addition, if desired, that is not that critical as the full identifier (that includes the 
serial number) could be specified when the client connects to the service.  

 
• ONS does not support for bar coded identifiers as there is no interoperability between 

GS1 and EPC identifiers [10] so far.  
The ONS v1.0.1 standard explains how to query the object name service, given a unique 
EPC identifier. So the ONS lookup mechanism is currently only defined for EPC schema.   
In EPC tags, encoding carry an explicit division between the part assigned to the managing 
entity, the brand owner (the Company Prefix in GS1 System types) and the part that is 
managed by that managing entity (the Item Reference or Product Class). The explicit division 
is processing through a “Partition” value that indicates of where the subsequent Company 
Prefix and Item Reference numbers are divided.   
On the contrary, there is no way to retrieve the Company Prefix into an identifier represented 
in barcodes. The GS1 recommendations for the encoding of GS1 System identities into bar 
codes, as well as for their use within associated data processing software, stipulate that the 
digits comprising a GS1 System code should always be processed together as a unit, and 
not parsed into individual fields.   
Hence, processing barcodes in the ONS requires that users knows the Company prefix or 
can obtain it. The challenge here is to determine what the length of the Company Prefix is. 
Rules for determining the prefix length are defined at a national level (Member organisation 
specific), so a global service or a mechanism to distinguish the Company prefix is required 
here, unless a new method ensuring the proper functioning of ONS beyond the Company 
prefix parsing is designed.   
 

2.1.2 Security Policy 
 
ONS specification makes no mention of security on the registration or query operations, 
being implemented upon DNS and reachable through the DNS network:   
 

 ONS is currently implemented on the Domain Name System (DNS), using Type 
35 Naming Authority Pointer (NAPTR) records to return the information.  

Queries to ONS are merely performed by means of a DNS query for a hostname derived 
from an EPC – and no authentication or authorization is therefore required to perform an 
ONS query.  This is clearly not appropriate for serial-level lookup services for tracking and 
tracing of objects across the supply chain in respect to a security policy.  
However, it is possible to set an Access Control List (ACL) to control the inbound traffic on 
the ONS by monitoring whether the requested operation is authorized. These security 
settings can be configured and applied to match address list (e.g. IP address) over what 
hosts or users may perform what operations on the ONS. 
 

 Methods for attacking the DNS are widespread and security vulnerabilities have 
been identified.  

RFC 3833 [11] describes some security threats to DNS protocol which would be undoubtedly 
inherited by the ONS. As an example, a corrupted ONS could direct applications to 
communicate with a malicious server in order to corrupt the integrity of the Internet based 
applications and services.  
Nevertheless, some material has been written on the application of security extension to 
ONS [12]. Countermeasures will especially consist of the implementation of specific 
extensions like KEY, SIG or NXT [13], from which the DNSSEC protocol has been designed. 
A critical security feature would be also a mechanism to provide authentication of the ONS 
query/response between clients and servers, along with authentication of any updates to the 
ONS records between slaves and masters servers with TSIG (Transaction SIGnature) [14].  
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All these means would provide ONS with greater security in terms of the integrity of the 
information records. 
     
 
2.2 Public policy and economic limitations  
 

2.2.1  Governance issues 
 
Even if ONS only contains pointers, the network address where data resides, and does not 
contain actual data about the product itself, privacy is a major concern about ONS and 
assuring that trust is at the heart of the system is a key challenge.  
In a technical point of view, the ONS lookup function is implemented by a distributed set of 
servers with a single replicated root zone, containing the whole ONS name space 
(onsepc.com). The incumbent architecture is illustrated as follows:  

 

 

 

 
 

Figure 4. Centralized architecture as specified in ONS standard v1.0.1 

The governance model with regard to this architecture has raised concerns within some 
industrial and political communities. Issues pertaining to a single root scenario are a “deja vu” 
in the DNS case. In DNS, the IANA (Internet Assigned Numbers Authority) contract gives the 
US Department of Commerce the final authority on what appears or does not appear in the 
DNS root (DNS "root" refers to the root of the domain name tree and is denoted by a single 
dot (".")). This situation potentially gives the US Government the authority to remove a 
country from the DNS root and therefore from the Internet, that is obviously a serious 
concern for many nations. While it is extremely unlikely that the US Government would use 
this authority, it is unacceptable to other nations that one country should have such control 
over the Internet. 
 
Similarly, a country/organization, which controls the ONS root, can also monitor the activities 
of a single/group of companies, since the resolver which doesn't have in its cache the 
destination address for the query should pass through the ONS root for resolution. There is 
possibility that the ONS root controller passes on this monitored information to the 
competitors resulting in industrial espionage or use this information for economic intelligence.  
The European Commission in the “Internet of Things action plan for Europe” [15] notably 
expressed these concerns in 2009. One year before, the motion was carried at the occasion 
of the conference “Internet of Things Internet of the Future” [16] held in Nice during the 
French Presidency of the EU Council. As a result, the French government has called to 
action under the digital economy development plan (so-called “Plan Numérique 2012”). This 
Plan has proposed multiple measures designed to restore growth and modernize the 
country. One explicit measure draws the following recommendation: 
 

 [Action n°154: “Federate our European partners around a European management structure 
of the Internet of Things (or "root ONS") and share the R&D programs necessary for the 
creation of a distributed architecture for the Internet of Things in Europe.”] [17]  
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Since then, the German Federal Ministry of Economics and Technology drew to the same 
conclusion in a study focusing on ONS and intending to provide guidelines to the “technical, 
organisational, legal and safety-related aspects of implementing new RFID-supported 
processes in industry and government” [18]. 
 

2.2.2 Implementation concerns and market dynamism 
   

As a consequence of the public policy issues expressed above, no doubt that the ONS has 
to be negotiated on a governance perspective before it can be implemented. In particular, 
logistic applications that could imply sensitive product localization (e.g. drugs, weapons, 
nuclear waste…) or sensitive applications (product recall, anti-counterfeiting applications, 
food or drugs safety control…) are considered as critical applications as well as the 
architectures that support them. Many countries have indeed laws and regulations forbidding 
hosting of critical citizen and industry data outside their borders. Initial country routing with a 
single resolution root for the entire system violates that requirement and therefore is not 
acceptable.  
Concisely, the following concerns have been expressed in the global implementation of ONS:  

 Political concerns (risk of loss of sovereignty, control over information may be lost 
when subject to laws/control of other countries, etc.) 

 Capability concerns (risk of loss of domestic and strategic capability, risk of loss of 
infrastructure in case of breakdowns, risk of service level reduction compared with 
local suppliers, etc.) 

 Security concerns (risk of business intelligence gathering, etc.) 

 Commercial concerns (risk of high price and maintenance costs, risk of financial 
viability of the supplier, risk of contract lock-in, risks arising from repatriation and/or 
transfer to another supplier if required, etc.) 

 Innovation concerns (no competitive challenge for technical innovation & marketing, 
etc.) 

 
As a result, no business cases are emerging and what’s more, no economic drive sustains 
ONS adoption. The ONS market is clearly absent today, with no package on the shelf in 
existence. Solution providers are not offering software products with embedded ONS yet.  
In addition, business models that could leverage ONS adoption are not known, as well as 
publication of best-practice industrial uses of the technology. As a result, the lack of practical 
view and promotion by industries deter from implementing ONS. It is no clear yet which basic 
business principles need to be formulated and which industry specific solutions will actually 
require and prosper from the ONS technology.      
 
 
 

3. A federated ONS model  
 

3.1 Principles statement and requirements 
 

Having multiple peer-nodes replacing the single global node refer to a federated model.  
In terms of solution components, a single body or authoritative root currently maintains ONS. 
With the introduction of a federated model of architecture, a collection of independently 
owned and managed ONS root will operate as an integrated whole to offer ONS services to 
its users.   
That vision could be represented as follow:   
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Figure 5. Federated Architectural view 

  
The benefits include the removal of dependence on a single look up authority for services 
and the locating of services in closer proximity to users (e.g. peer-related, country-specific 
ONS to serve their constituencies). The federated ONS model is so better adapted to local 
ownership and will mitigate risk of single authority control as well as enhancing its 
development. Multiple ONS root services, each controlling their own namespace, keep from 
the misuse by a single entity over ONS namespace. 
However, for having successful collaboration between nodes, the need for a peer to meet 
minimum Quality of Service to participate in the federation as well as the adoption of clear 
governance framework is required, such as: 

- No single country has control over a central root. 
- Each peer root shall be equivalent in functionality to every other 
- A country cannot disrupt access to services within another country. 
- Queries at any peer shall resolve to the same results regardless of the peer initially 

chosen.  
 
These requirements are under consideration by the ONS ad-hoc Committee group currently 
active within GS1. 
 
 
3.2 State of the art  

 
Ongoing research for evaluating and implementing federated ONS services is quite unique.  
Only three articles namely published by GS1 Canada [19], Humboldt University of Berlin [20] 
or Afilias [21] gave substance to a federated ONS model. 
The following subsections briefly present them.  
 

3.2.1  GS1 Canada proposal  
 

GS1 Canada put forth two proposals for a multi-root ONS architecture. 
The idea is to have multiple ONS root services based on regions or countries. When a root 
service receives a query for which the target is based outside their namespace, the resolver 
which originates the query is redirected to the respective ONS root service covering the 
target name, based on two rules. The first rule is based on "Naming Authority Pointer 
(NAPTR) rewrite". As for the second one, it is broken down in three flavors, each based on 
"DNAME redirection" technique [22].  
Actually this article will serve the DNS-based solution that will be developed within WINGS.   
However, WINGS will go further to this proposal by completing the fallback scenario. In case 
of the redirected root service not able to resolve the query, the default fallback designed in 
that paper remains indeed ”onsepc.com” which gives it a privileged position over other roots. 
Performance-wise, this leads to overloading of the onsepc.com servers. Besides, this article 
does not take into account the update of the ONS root zones in case of one is modified.  
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3.2.2 Humboldt proposal (MONS)   

 
This article proposes a delegation structure similar to the DNS but based on regions. Similar 
to the GS1 Canada proposal, it exploits the structure of the GS1 prefix in the EPC code to 
address the single ONS root issue. Contrary to the NAPTR rewrite or DNAME redirection, 
here the redirection is based on Name Server (NS) RRs. 
A drawback is that a query that needs to be delegated to another regional root is based on 
NS RRs. In case of a modification of the identity of the NS, it should be immediately updated 
to the different regional root zones. Update/modifications of the NS can occur frequently and 
so that it could be operationally cumbersome. Another issue with their proposal is that the 
ONS client/resolver must be configured to interrogate a particular root NS based on the 
region where the resolution originates. In case of modification of the name of the regional 
root NS all the ONS clients at that particular region should be updated. This is also a major 
operational issue. 
 

3.2.3 Afilias proposal  
 
This article proposes setting up ONS operations under any Top Level Domains (TLDs) in the 
existing DNS. Thus by default a decentralized ONS service is possible. The drawback of this 
approach is that it is not based on the EPC schema which is required by the current ONS 
architecture. 
In addition, the issues with this proposal are the following:  

 The fallback is always on the default root, i.e. onsepc.com. 

 There is no concrete policy mentioned how the different root servers will 
communicate and update in case a new GS1 Member Organization (MO) is added. 

 
 
 

4. Multi-root solutions to be explored  
 

Based on the previous publication, WINGS partners concentrate the work on two conceptual 
technical solutions toward some architectural models. In order to increase the probability of 
success, both different classes of solutions will be taken into account:  
 

 On one hand, solution based on existing Internet technologies (“DNS-based”). 
AFNIC is in charge of developing this track that refers below to DNS-based solution. 
 

 On the other hand, solution developed completely from scratch (“clean-slate”).  
Peer-to-peer concepts will here be exploited to define a system where multiple root nodes 
will coordinate with each other at the same hierarchical level via distributed hash tables.  
UMPC and INRIA will develop this approach so-called DHT-based solution.  
 
The goal is to understand a large spectrum of solutions in order to evaluate and recommend 
workable options at the standardization level. 
 
4.1 The DNS-based solution  

 
As per the current architecture,”onsepc.com” is the only authoritative source for all ONS 
namespace. Delegations are provided to different companies below it. In the absence of the 
cache in the resolver, an ONS query will have to pass-through ”onsepc.com” to resolve to its 
final destination. In order to have multiple authoritative sources for the ONS namespace, a 
change in the ONS design architecture based on the DNS standard is proposed here. 
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4.1.1 Multiple DNS delegations for a federated ONS architecture  
 
The change will consist in ONS peer root services, each managed by a regional (e.g. based 
on continents) organization. The root server would have zone delegations to either national 
or local organizations (e.g., a national zone, a single company zone, a consortium of 
companies’ zone, etc.). Countries that choose to manage a national-level ONS zone - a sort 
of ONS TLD - would get a delegation from their (regional) root zone and give ONS zone 
delegation to the companies under it:  

ONS Regional root --> National ONS Zone --> Company Zone 
 
In case there is no National ONS Zone: 

ONS Regional root --> Company Zone 
 
 A pictorial representation of the architecture is shown below: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 6. Proposed F-ONS architecture 

 
This design format enables flexibility, wherein companies under a country which is not able 
to manage its own namespace can have delegation directly from their respective regional 
root. 
 

4.1.2 Query format revising the EPC derived FQDN format 
 

The solution will also revise the current FQDN format “000024.0614141.sgtin.id.onseu” 
based on individual digit boundary as proposed by GS1 Canada: 

urn:epc:id:sgtin:3102542.000024.46595  ---> 4.2.0.0.0.0.2.4.5.2.0.1.3.sgtin.id.onseu. 
 
Since there are multiple ONS roots, the string identifying the current centralized ONS root 
service (”onsepc.com”) has to be replaced by a string identifying the root under which the 
query originates. For example, if the query originates in the European region, "onseu" will be 
concatenated at the end of the string as per the defined architecture in figure 6. The second 
revision is with prepending of the key “sgtin” as follows: 

sgtin.4.2.0.0.0.0.2.4.5.2.0.1.3.id.onseu. 
 
The adoption of that format presents many advantages and benefits:  



 

WINGS Project Page 15 of 26 WP1 / D1.1 
  

 Classification based on individual digit boundary improves scalability and caching, in 
the sense, where an ONS query response does not have to traverse (again) the 
whole hierarchy (until the root node) for every resolution. 

It is recalled by the way that DNS caching facility is typically provided by recursive name 
servers (also called ”caching resolvers”). The caching period is based on a Time-To-Live 
(TTL), which is a time period set by authoritative name servers for each RR hosted within the 
zone and retrieved by recursive name servers querying for names under those zones. 
ONS/DNS caching is a very effective method to reduce the latency of query/response in 
DNS. The query format based on individual digit boundaries could increase the amount of 
caching update, thus improving performance. 
 

 This format would allow a company to manage a single ONS delegated zone even if it 
has to handle types of identification keys other than the SGTIN key.  

For example, with the assumption of a company having the Company prefix "3102542" that 
handles the three following objects classes with different keys: 

3102542.000024 with key SGTIN 
3102542.000025 with key Serial Global Location Number (SGLN) 
3102542.000026 with key Serial Shipping Container Code (SSCC) 

 
In this case, the company would need only a single ONS zone delegation, 
2.4.5.2.0.1.3.id.onseu whereas in the former case would need the delegation of a distinct 
ONS zone for each identification key. The prepending of the identification keys further 
enhances caching facility. For example, once an ONS query of the format above has been 
resolved into a Resource Record set (RRset), all the obtained resources as well as related 
information is stored in the local ONS for a given TTL. Specifically, the ONS cache would 
contain the NS delegation information associated to the company local ONS servers 
authoritative for 2.4.5.2.0.1.3.id.onseu zone. Within that TTL, if there is a query whose target 
name is under 2.4.5.2.0.1.3.id.onseu - for whatever identification type of key 
(SGTIN/SGLN/SSCC) - then the query is immediately directed to one of the known 
authoritative servers of that zone for which information was previously cached. The only 
issue with this query format is that backward compatibility to current query format in the ONS 
should be done either at the middleware or at the resolver. 
 

 This format support ONS lookups of GS1 identification keys regardless of their 
encoding in a data carrier. 

Because the whole number is rewritten as a host name with each digit forming its own sub-
domain, barcode identifiers may be used to generate host names as well. 
The GS1 Canada proposal (cf. 3.2.1) explains how that mechanism is applied: “by definition, 
company prefixes do not overlap, regardless of their length.  For example, if Canada were to 
assign company prefix 7551234 to one member, it could not then assign 75512345 to 
another member as that would conflict with numbers generated by the first.  Host names, 
regardless of company prefix length, are therefore unambiguous; rewriting the whole number 
as a host name in this fashion eliminates the need to know the company prefix when dealing 
with ONS, thereby enabling participation of all companies regardless of reader technology.” 
 

4.1.3 Co-operation between the ONS root services 
 
Since each ONS root service is the authoritative source for only its namespace, there arises 
a possibility where a query originating from one root service wants to have information about 
a product in another root service namespace. This calls for mechanism to enable co-
operation at the root level:   
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Figure 7. Redirection path by a DNS resolver 

 
Figure 7 shows an example where a user in Europe wants to have information about a 
Chinese product. Since the query originates in Europe, during the conversion process the 
FQDN will be built as follows: 

sgtin.5.4.0.0.0.1.6.1.4.5.0.9.6.id.onseu.test. 
 

For the above query, the DNS resolver initially queries ”onseu”.  
To redirect the query to ”onsas” (since the query is for a Chinese product and assuming 
China is under the Asian root), ”onseu” needs to know that the query is targeting the Asian 
root. With the help of GS1 prefix (last three digits ”0.9.6” of the query is the Chinese GS1 
prefix ”690” inverted and ”.” inserted between the digits), ”onseu” can identify that the query 
is under the Asian root authority. To map a GS1 prefix to the corresponding root and to 
append the appropriate root server name to the query (in this case: 
sgtin.5.4.0.0.0.1.6.1.4.5.0.9.6.id.onsas.test), there needs to be a mechanism possible with 
the existing DNS database. Two methods within the DNS which can redirect a query to the 
appropriate root service are possible: 
 

 Redirection using DNAME records    
The facility with DNAME record [23] is that it can delegate an entire portion of the DNS tree 
under a new name. For example with a DNS configuration as below, all the queries that end 
with “0.9.6.id.onseu.test.” will be redirected to “0.9.6.id.onsas.test.” in that way:  

0.9.6.id.onseu.test.     IN    DNAME  0.9.6.id.onsas.test. 
The facility with DNAME is that there is no necessity for each root server to have the 
knowledge of the other root NS. The query is automatically renamed and in case the resolver 
does not have knowledge of the renamed root server, it interrogates the DNS root. 
 

 Redirection using NAPTR rewrite   
Similar to DNAME, NAPTR rewrite can be used to rename an incoming query. NAPTR 
rewrite is performed using NAPTR RRs, which was originally used to encode a rule set in 
DNS. The NAPTR RR contains a rule that a client program could exploit to rewrite a string 
into a domain name. In our use case, NAPTR rewrite rules are populated in the DNS 
database using a regular expression as follows: 

.0.9.6.id.onseu.test.    IN     NAPTR    0     0    "r"     ""!^urn:epc:id:([a-z]+):([0-9]+).([0-
9]+)$!\\1.\\3.\\2.id.onsas.test!"  . 

The above rewrite rule is a regular expression that is populated in the DNS database for an 
ONS type query. As per RFC 3403, ”All Rewrite Rules for all Applications must ALWAYS 
apply to the exact same Application Unique String (AUS) that the algorithm started with”. In 
our scenarios, the client application starts with an AUS of form 
”urn:epc:id:sgtin:6905416.100045”.  
The regular expression will be applied on the AUS to rewrite the query to 
”sgtin.5.4.0.0.0.1.6.1.4.5.0.9.6.id.onsas.test” 
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4.2 A DHT-based solution 
 

The basic idea behind the solution is to rely on the concept of distributed hash tables (DHT). 
The reason for such a choice, as it will become clearer in the remainder of this section, is 
that DHTs gather enough properties to cover all the principles of a federated ONS model as 
stated previously.   
 

4.2.1 Distributed hash tables 
 

Providing a scalable location service in distributed systems is a complex problem. This 
requires a dynamic association between identification and location of an object, and the 
specification of a mechanism to manage this association. In response to these requirements, 
distributed hash tables have been adopted as a scalable substrate to provide a number of 
functionalities such as information distribution, location service, and location-independent 
identity upon which a variety of self-organizing systems have been built. The functionality of 
decoupling identification from location, and of providing a general mapping between them, 
have made the DHT abstraction an interesting principle to be integrated in large-scale 
distributed lookup services. The idea is to use a hash function to distribute location 
information among rendezvous points throughout the network in a uniform fashion. This hash 
function is also used by a source to identify the rendezvous point that stores a destination’s 
location information. Distributed systems that make use of such a strategy inherit robustness, 
ease-of-operation, and scaling properties.  
 
DHTs provide a general mapping between any information and a location, establishing then 
a location-independent routing substrate. According to the design of the location structure, 
content is associated with an identifier, which is in turn hashed into a key of a virtual 
addressing space. Partitions of this same virtual space are assigned to nodes in the network. 
A node whose partition contains a key is responsible for storing the location of the content 
associated with this key. This mapping between keys and nodes determines the information 
that each node is responsible for. 
 

4.2.2 Adapting the DHT principle to the federated ONS model 
 
The figure below presents the basic operation of the traditional ONS lookup service as 
designed in the incumbent standard:  

 
Figure 8: Operating lookup as designed in ONS v1.0.1  

 
 
The principle of DHT responds to the requirements of a distributed multi-root ONS, 
considering the following: 
• Root ONS are the nodes on the DHT that manage the addressing space. 
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• Services like EPCIS are the “keys” that serve the location service.  They are mapped into a 
position on the addressing space. The root ONS that manages this position has a pointer to 
the local ONS that really manages the location of the object. 
 
Figure 9 illustrates the modification introduced in the lookup service when a DHT is used:   
 

 
 
 

Figure 9. Operating lookup when a DHT is introduced 

 
In this sense, the root nodes serve as a virtual collection of pointers. The responsible Root 
ONS is not necessarily the referent ONS of the local ONS but can be any of the ONS roots. 
Two main advantages are offered:   

- It allows the systems to be completely distributed and independent of the underlying 
system. 

- The real location information remains within the boundaries of the local management 
tree. We will basically use two hash distributed functions. 

 
The necessary conditions for the system to work have to be considered yet: 
• The two hash functions must be the same for all nodes participating in the system. This 
condition is necessary for the consistency. 
• The addressing space must be well defined and should be the same for both hash 
functions. 
• The same hash function has to be used for both registering a content and requiring for it. 
 
In this proposal, there are some specific advantages for the distribution of the EPCglobal 
ONS, such as the conservation of the existing current system of ONS root. This root 
becomes a node like any other. The result of information about EPC request is an address of 
a local ONS containing such information. 
The scalability and the dynamics of the network are also interesting to note in the use of DHT 
for distribution. Because of the ability for joining or leaving the network, a new ONS-node can 
be added very easily. 
Moreover, as there is no predominant station and that none of them can achieve more power 
than another one (they depend on each other), the whole system automatically recovers from 
a failure of one of them. So even if the ONS-node of a local ONS is down, all information 
about EPC managed by local ONS remain available. 
Such DHT systems are already used and have shown their efficiency in very large scale 
systems so the scalability is here a well-known advantage. 
 
 

 

5. Analysis of the discovery services  
 
5.1 Discovery Services Approach 

 
The Discovery Services in the EPCglobal architecture are designed to index EPCIS 
components in order to locate all the sources of information for a given EPC. The access 
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control policy is a key concept in an open network over such industrial data. This task is also 
realized by the Discovery Services components. 
Even if we can compare it with search engines on the web, the indexing and retrieving 
mechanism is totally different due to the confidentiality of the data. The indexing process is 
realized without any crawling. Each EPCIS must publish data to one DS server in order to 
allow any external clients, which don’t know where are the data, to retrieve information 
contained in a given EPCIS repository.  
 
This section describes the relationship between the components located in the higher level 
layers of the EPCglobal Architecture.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 10. EPCglobal enhanced architecture 

 
As explained above, any EPCIS must publish data to one DS in order to realize the indexing 
mechanism. To process such an operation without any changes on the fully standardized 
EPCIS component, we need to add what we have called “IS2DS”. This application is a 
gateway that subscribes to one EPCIS and receives periodically the new events stored in the 
corresponding EPCIS repository. These events are then sent to the DS capture interface and 
saved in the DS repository.  
Discovery Services provide to one EPCIS owner the way to protect his data. Indeed, it 
decides which client will be able to view or not a particular index entry. We need to back port 
the access control on the EPCIS query interface. The EPCIS Access Module realizes this 
operation. It can query one DS server in order to retrieve the permissions over the data. 
 
Currently the discussions over the DS implementation don’t take care of the fact that it could 
be several instances of the Discovery Services in the world.  We make here three 
implementation proposals to answer this question:  how to connect several Discovery 
Services in order to prevent from a centralized lookup architecture?  
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5.2 The Peer to Peer alternative: DS like a Peer 
 
We study in this section the possibility to use peer to peer facilities to allow DS servers 
communication. Indeed, each DS server can keep a subset of the global index repository 
using Distributed Hash Tables in the same principle than in section 4.2. DHT are a class of 
decentralized distributed systems that provide a lookup service similar to a hash table. 
Pairs are stored in the DHT, and any participating node can efficiently retrieve the value 
associated with a given name. Responsibility for maintaining the mapping between names 
and values is distributed among the nodes, in such a way that a change in the set of 
participants causes a minimal amount of disruption. This allows DHTs to scale to extremely 
large numbers of nodes and to handle continual node arrivals, departures, and failures.  
 
Figure 11 shows the new architecture incorporating a Peer to Peer interconnection network. 
DS servers are seen like P2P nodes according to the above DHT definition. These servers 
need to implement all Peer to Peer protocols as discovery, data exchange. It is useless to 
modify neither the existing EPCglobal layers architecture nor layers communication 
specifications. This solution allows adding or removing DS servers in a very simple way.  
If we have a look at our example, as soon as the product leaves the factory, it is detected by 
the reader. The corresponding information (from the ALE component) is sent to EPCIS A. 
This latter saves the incoming event in its EPCIS-repository and publishes the corresponding 
DS event to the DS server 1 who finally saves the incoming event in its DS-repository (its 
part of the DHT). Then, DS1 uses P2P protocols to inform other peers (other DS servers) 
that it has just add a new event in its repository and pushed the corresponding key (the 
EPC). The same process happens when the object is detected while it enters the logistic 
platform. But, at that time, the DS server 2 receives the DS event from EPCIS L and saves it 
in its own repository (its part of the DHT). The corresponding key is shared using peer to 
peer protocols.  
The user who wants to retrieve information for that object can query any DS server. They can 
all retrieve this information thanks to P2P discovery and data transfer protocols.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 11. Peer to Peer data sharing 
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This solution does not affect the EPCglobal architecture. It simply allows data exchange 
between DS servers. It is designed to be very fast and to use standardized protocols. It 
provides a lot of start points because all DS servers can retrieve and manage the entire 
distributed index.  
 
However, several points must be detailed. The usage of P2P has been already investigated 
in the distributed ePedigree architecture [24] and in the BRIDGE project. Nevertheless the 
former, ePedigree, provides a P2P based implementation that neither considers security nor 
access control aspects, focusing only on an EPCIS closed environment. While the latter 
leaves security issues to the system responsibility. Still remains the problem to manage 
security and access control policy. In fact the underlying P2P network is based on a publicly 
shared DHT leading to anybody aware of the existence of a code in a specific EPCIS. This 
point deals with data confidentiality that can be valuable even without knowing the 
associated event. How to be sure that they will not be intercepted by any malicious actor?  
Furthermore, another limitation of a P2P based solution arises when a node is down. The 
user who queries one DS server won’t be able to know that the information he retrieves is not 
up to date.  
Moreover, the discovery protocol allows users to retrieve as much information as possible but 
does not insure to retrieve all of it.  
The final point concerns the underlying TCP/IP network management. To manage a real P2P 
network, all nodes must have public addresses or must be mapped using NAT servers. That 
implies to open firewalls on many ports and it may then be hard to manage a private network 
security.  
 
 
5.3 Multi-DS for EPCIS chaining: DS like a router  
 
The EPCIS chaining solution seems to be the simplest way to track products. Each EPCIS 
knows the next one for a given EPC. For example, the wholesaler knows that its object goes 
to the retailer.  
The EPCIS chaining concept involves that the firm from where the objects are sent always 
knows where they will go. In our scenario the factory happens to know that it make business 
directly with the wholesaler whereas there is a third actor between them. In this use case, the 
EPCIS of the factory cannot know the next one, the one from the logistic platform. In the 
same way, we suppose that the object is lost between the wholesaler and the retailer. How to 
find it again? There is no way for the wholesaler EPCIS to know the address of the next 
EPCIS (it “thinks” that it is the retailer one but possibly not).  
 
This proposal uses XML routing to connect DS servers. XML routing is a XML data transfer 
protocol. It allows XML document to be routed in a specific network not using the receiver IP 
address but simply the content of the document. XML routing is based on a publish/subscribe 
service that allows subscribers to express their interest in documents containing specific keys 
or values or satisfying some patterns.  
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Figure 12. Multi-DS for EPCIS chaining 

 
The DS servers allow EPCISs to subscribe to the XML routing network for a given EPC. For 
example, the factory creates the product epc1. When the object leaves the firm, the EPCIS 
subscribes to the XML routing network using its DS server for XML messages containing the 
epc1 value. When the object arrives at the logistic platform, the EPCIS L publishes an XML 
message containing the epc1 and its service address to the XML routing network using DS2. 
As EPCIS A is interested in the product type of epc1, it has subscribed to that XML message 
type, so it receives it and saves correspondence between the address contained in the 
document and the epc1. In this way, each EPCIS ever knows what is the next EPCIS 
address in the chain for any EPC code it is interested in. We add here XML routers 
capabilities to the DS servers.  
 
This solution presents two main weak points:  

- The first one is a consequence that XML routing does not support any 
acknowledgment. When DS2 publishes the XML document in the network it cannot 
know if somebody is listening and likewise if somebody is receiving it. That may 
introduce lacks or errors in the EPCIS dynamic chaining process. Let’s suppose that 
DS1 is out of order when the XML document is sent, then it does not receive it. When 
the object arrives at the wholesaler, the corresponding EPCIS (EPCIS B) publishes a 
new XML document using DS2. This message is routed to EPCIS L but also to 
EPCIS A because DS1 is now up. As a result, EPCIS A “thinks” that the next link is 
through EPCIS B, but it is absolutely not the case.  

- The second problem is due to the chaining itself. We suppose now that the dynamic 
chaining process was successfully realized. The user who now wants to track 
information about epc1 will query the first EPCIS of the chain (EPCIS A).This one 
returns the information it kept and the EPCIS L address. The user queries now the 
second EPCIS but this latter one is down. There’s no way to retrieve all other 
information as the chain is broken.  
 

This solution uses real interesting concept but remains too sensitive to server failures. It is 
absolutely not robust enough. Furthermore, it allows mistakes not admissible for such a 
network. It also raises some other questions relative to the XML routing technology. When 
will one server stop to listen to this XML document type if nothing is received? Indeed, if the 
product is lost and will not be read again by any reader connected within the network, how to 
dynamically warn the listening DS servers that they can terminate their subscription? We 
supposed that each EPCIS server subscribes to the network when a product has left its firm 
and publishes a XML document when a product arrives. How to detect that a product leaves 
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or arrives in a firm? Using business step? Will all firms use the same notation for these 
events? There are too many issues that make this solution finally not appropriate to meet 
business requirements.  
 
 
5.4 Multi-DS and ONS: DSs indexing Dss  
 
Let’s recall that the ONS system is designed to reference the EPCIS where a particular EPC 
product type appeared for the first time (in our example, from the factory). Our third proposal 
consists to enhance the ONS system role: it does not only reference the EPCIS, but also its 
connected DS servers.  
Companies, that assign EPCs, declare their EPCIS address in front of the object type (EPC 
without serial number) in the ONS system configuration. As is, they also declare their DS 
server address. Then, when any DS server receives an event, it can extract the EPC out of it 
and query the ONS system to retrieve the corresponding DS address. If that address is not 
its own address, it sends a new DS event to this address that is the referent DS server. In 
this new context, for a given EPC, the referent DS indexes also the other DS servers that 
reference EPCIS dealing with that same code. Consequently, in order to retrieve information 
about a given product, the application layer can query the ONS system to find the referent 
DS address. Then, it queries the corresponding server to retrieve indexed EPCISs and DSs. 
It does the same process again whenever new DS addresses are found and retrieves all 
other EPCIS addresses. The whole information is then reachable.  
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 13. Multi-DS and ONS 

 
Each DS keeps its own access control policy. It means that each user must identify itself 
before querying anything to a DS. In our use case, a user who wants to track the product 
must create an account on the three DS servers. Each company must specify, in its own DS 
account that it has agreed to share information with that user. Otherwise, if, by example, the 
logistic platform company does not specify (in the DS server 2) that it has agreed to share 
events, no user will be able to retrieve the EPCIS L address.  
If we have a look at our four actors supply chain scenario, let’s see what happens when the 
product arrives in the logistic platform using this solution. The product is first detected by the 
reader when it enters the platform. The corresponding ALE component generates an event 
and publishes it in the EPCIS L. The EPCIS L stores the event in its own database (EPCIS-
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repository) and publishes a DS event to the DS server 2 to tell that it has information about 
the corresponding EPC. DS2 then stores the DS event in its own database and queries the 
ONS system for the referent DS address corresponding to that code. The answer is the 
address of the DS server 1. DS2 sends a new DS event to DS1. Finally, DS1 stores the new 
DS event in its own database.  
We suppose that our user has already created accounts on the different DS servers and all 
companies agreed to share information with him. He queries first the ONS system that 
answers with the DS server 1 address. Then, when queried, the DS1 answers three 
addresses: those of EPCIS A, DS1 and DS2. He will now query in turn the two new DS 
servers that respectively answer the addresses of the three EPCIS L, B and C.  
 
This solution reinforces the ONS system role. It is now the first start point to query the 
network. Contrary to the two first proposals, this architecture does not fall to server failures. 
Every component can keep a “to publish event” list and periodically send it until the other 
server answers that the transaction succeeded. The other strength of this alternative is that 
each DS is the master for its information and manages its own access control policy.  
 

 
 

6. Conclusion  
 
Concerns about today’s single root of ONS stand out in a single point of authority and 
ultimately in a single point of failure.   
Through this deliverable, the WINGS partners explored the requirements and challenges in 
realizing a federated system with multiple ONS roots. The current ONS technical specification 
raises Public Policy issues or corporate risks that will orientate architectural choices. The roots 
could be made interoperable via several technical approaches, and two - one based on the 
domain name system (DNS), the other on distributed hash tables that provide a look-up 
service – will be evaluated in the WP2 and 3 of the project.   
This document has also introduced a framework of how product related data can be shared 
among multiple participants in a global supply chain with the use of Discovery Services that 
will equally study in interaction with ONS in the WP4. 
The implementation work will consist in setting up platform and studying the qualitative 
functionalities of the proposed architecture and evaluating the quantitative issues for a large 
scale system. 
All in all, that work will provide feedback to the standardization committees within GS1 that is 
currently involved in updating the ONS standard to meet business requirements as well as 
drafting the standard for Discovery Services. 
 
However, with the prospect of billions of objects connecting to Internet using ONS and 
Discovery Services, some other issues will obviously emerge.  
Additional areas will require further exploration like security, privacy and stability as the user 
community will confront these developments with their internal business scenarios. Assuring 
that ONS systems are practical, scalable and open to competition in the provision of services 
are the key success factors for their adoption.    
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